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BACKGROUND: Optimal cutoff values for tests results in-
volving continuous variables are often derived in a data-
driven way. This approach, however, may lead to overly
optimistic measures of diagnostic accuracy. We evaluated
the magnitude of the bias in sensitivity and specificity as-
sociated with data-driven selection of cutoff values and
examined potential solutions to reduce this bias.

METHODS: Different sample sizes, distributions, and
prevalences were used in a simulation study. We com-
pared data-driven estimates of accuracy based on the
Youden index with the true values and calculated the
median bias. Three alternative approaches (assuming
a specific distribution, leave-one-out, smoothed ROC
curve) were examined for their ability to reduce this bias.

RESULTS: The magnitude of bias caused by data-driven
optimization of cutoff values was inversely related to sam-
ple size. If the true values for sensitivity and specificity are
both 84%, the estimates in studies with a sample size of 40
will be approximately 90%. If the sample size increases to
200, the estimates will be 86%. The distribution of the test
results had little impact on the amount of bias when sam-
ple size was held constant. More robust methods of opti-
mizing cutoff values were less prone to bias, but the per-
formance deteriorated if the underlying assumptions
were not met.

CONCLUSIONS: Data-driven selection of the optimal cut-
off value can lead to overly optimistic estimates of sensi-
tivity and specificity, especially in small studies. Alter-
native methods can reduce this bias, but finding robust
estimates for cutoff values and accuracy requires consid-
erable sample sizes.
© 2008 American Association for Clinical Chemistry

Diagnostic accuracy denotes the amount of agreement
between the results of an index test (the test under eval-
uation) and the reference standard (the best method
available for determining the presence or absence of
the disease of interest). Commonly used accuracy mea-
sures are sensitivity (the proportion of individuals with
the target condition who have a positive result in the
index test) and specificity (the proportion of those
without the target condition who have a negative result
in the index test). In the case of a test of a continuous or
ordinal variable, the ROC curve is an informative way
to present sensitivity vs 1 � specificity for each possible
cutoff value of the index test (1, 2 ). In situations in
which higher values in a test are more indicative of the
presence of disease, lowering the cutoff value will in-
crease the sensitivity and decrease the specificity. For
clinical purposes of linking actions to test results, one
threshold or cutoff value is used. The optimal choice
for this cutoff value is ultimately determined by the
consequences associated with false-positive and false-
negative test results (3 ).

In the early phases of test development, when the
exact role of the index test has not been fully defined
and thus the consequences of incorrect test results have
not yet been determined, the preference for choosing
the optimal cutoff value is often a criterion that weighs
both sensitivity and specificity equally. Such a criterion
is the Youden index, which is defined as: sensitivity �
specificity � 1 (4, 5 ). The optimal cutoff value that
maximizes the Youden index is often determined in a
“data-driven” way. This means that the sensitivities
and specificities are calculated from the data at hand
across all possible cutoff values within the range of the
test results, with the cutoff value leading to the highest
Youden index then being selected.

This data-driven selection of optimal cutoff values
is prone to bias, meaning that it can systematically lead
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to overestimation of the sensitivity and specificity of
the test under study. Because chance variation plays a
larger role in smaller studies, the observed ROC curve
obtained from a single small study for such a procedure
will deviate more from the true underlying ROC curve
than the observed ROC curve obtained from a large
study (see Fig. 1). These fluctuations can occur in both
directions, leading to both underestimation and over-
estimation with respect to the true sensitivity and spec-
ificity. In small studies, an increase in sensitivity by
taking a lower threshold value will not lead directly to a
decrease in specificity. Because the data-driven ap-

proach specifically selects the cutoff value with the
highest sum of sensitivity and specificity (i.e., closest to
the top left corner of the ROC plot), this value is gen-
erally a point above the true underlying ROC curve.
Data-driven selection of cutoff values in test results for
a continuous variable may therefore lead to overly op-
timistic estimates of sensitivity and specificity in stud-
ies with a small sample size. Because small sample sizes
(�200) are common in diagnostic studies (6 ), over-
estimation of diagnostic accuracy by data-driven selec-
tion of cutoff values can be a serious and prevalent
problem.

Fig. 1. ROC curves from 3 studies with different sample sizes in which the test results were generated from the
same underlying distribution.

Disease prevalence was 50% in all 3 studies: a study with a sample size of 40 patients (dashed line), a study with 1000 patients
(dotted line), and the true ROC curve for a study with an infinite number of patients (solid line). Indicated are the data-driven
maximum Youden indices for the 2 empirical datasets: the optimal cutoff value in the population with 40 patients (upper arrow)
and the optimal cutoff value for sample size of 1000 (lower arrow). The true optimal sensitivity and specificity are both 84%.
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This potential for bias associated with data-driven
selection of the optimal Youden index has been recog-
nized before, both in diagnostic and prognostic studies
(7–13 ). These publications have been rather technical,
without offering clear guidance or solutions for prac-
tice. We therefore performed a series of simulations to
document the magnitude of overestimation of sensitiv-
ity and specificity under a range of conditions and ex-
amined the possible role of alternative ways of estimat-
ing sensitivity and specificity with the Youden index.
The results of these simulations enable us to inform
readers when to be aware of this bias and to advise
researchers how to reduce the potential for this bias in
future studies.

Materials and Methods

SIMULATION OF DATASETS

Results for an index test of a continuous variable for
individuals with and without the disease were simu-
lated on the basis of a specific distribution, sample size,
and disease prevalence. The true values for the optimal
Youden index and cutoff and the corresponding true

maximum sensitivities and specificities were calculated
from the true underlying distribution of test results
among individuals with the disease and those without
the disease.

To examine the impact of sample size, disease
prevalence, amount of spread in index test results, and
their underlying distribution on the amount of bias, we
varied these variables across scenarios. Sample sizes
varied from 20 –1000 patients, prevalence varied from
5%–95%, SDs varied from 5–20, and test results were
generated from an underlying normal distribution and
2 types of nonsymmetric distributions, the lognormal
and gamma distributions (see Fig. 2).

All analyses were carried out with SAS for Win-
dows, version 9.1.3 (SAS Institute).

DATA-DRIVEN ESTIMATION OF SENSITIVITY AND SPECIFICITY

Data-driven estimates of diagnostic accuracy associ-
ated with the optimal cutoff value were evaluated in
each simulated dataset and compared with their true
values. Each simulation scenario was replicated 2 000
times to determine the median magnitude of the bias
(the difference between each data-driven estimate of
sensitivity and specificity and their true values) and the
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Fig. 2. Alternative distributions for generating nongaussian test results in our simulations: 2 lognormal distribu-
tions (A and B) and 2 gamma distributions (C and D).

Test result values (arbitrary units) and the percentage of patients with that test result are plotted on the x-axis and the y-axis,
respectively. Solid lines and dotted lines reflect the distributions of results for patients without the disease and with the disease,
respectively.
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number of times that sensitivity and specificity were
overestimated (expressed as a percentage).

POTENTIAL SOLUTIONS TO REDUCE OVERESTIMATION

We evaluated 3 alternative methods as potential solu-
tions for reducing the magnitude of bias: (a) using
sample characteristics and assuming a specific under-
lying distribution, (b) leave-one-out cross-validation,
and (c) robust fitting of ROC curves. We applied these
methods to 2 scenarios in which the true underlying
distribution of the index test results was gaussian, 2
scenarios with a true underlying lognormal distribu-
tion, and 2 scenarios with a true underlying gamma
distribution (see Fig. 2). Within each simulated data-
set, we compared the data-driven estimate with the es-
timates of the potential solutions to examine the effec-
tiveness of the solutions in reducing the bias.

DERIVING THE OPTIMAL CUTOFF POINT FROM ASSUMED

DISTRIBUTIONS

Sample characteristics describing the central tendency
and the shape of the distribution of test results can be
used to estimate the optimal cutoff value. By assuming
a specific underlying distribution (e.g., gaussian) for
the test results in the patients with the disease, we can
use sample characteristics (descriptors such as mean
and SD) to calculate the cumulative proportion of dis-
eased patients who will have an index test result equal
to or greater than the cutoff value, i.e., an estimate of
the true sensitivity. Similarly, we can use the observed
mean and SD of the nondiseased patients to calculate
the proportion of patients without the disease and with
an index test result below each possible cutoff value.
This proportion equals the specificity of that test. The
gamma distribution is characterized by a shape param-
eter and a scale parameter, that describe, just like the
mean and SD for a normal distribution, the variation in
test results for individuals with and without the disease
within a sample. The lower the height of the shape pa-
rameter, the more skewed the distribution is. The
lower the value of the scale parameter, the less spread
out the results are (analogous to a smaller SD in normal
distributions). We used the univariate procedure to es-
timate the shape and scale parameters of a gamma dis-
tribution from the sampled data. We then used the cu-
mulative gamma distribution to calculate sensitivity
and specificity.

LEAVE-ONE-OUT CROSS-VALIDATION

In the leave-one-out cross-validation approach, a sin-
gle individual is removed from the study population
and used in the validation process. The cutoff value is
evaluated in a data-driven way for the remaining (n �
1) individuals, as described above. Thereafter, the re-

sulting cutoff value is applied to the single individual
who did not take part in this process. This individual is
then classified as a true positive, a false positive, a false
negative, or a true negative, depending on whether this
individual is classified as having or not having the dis-
ease and whether this individual’s test result is below or
above the cutoff value. This process is repeated for all of
the patients in the dataset, and the resulting 2-by-2 ta-
ble based on all of the individuals is used to evaluate the
sensitivity and specificity corresponding to the cutoff
value that was derived in the n � 1 patients.

ROBUST ROC CURVE FITTING

In the robust ROC curve fitting approach, we used a
smoothing procedure included in SAS software (Loess
procedure) to fit a smooth nonparametric curve
through the observed data points plotted in the ROC
graph. The point on the fitted curve with the highest
Youden index was used to obtain estimates of sensitiv-
ity and specificity.

EMPIRICAL EVIDENCE FROM PUBLISHED DIAGNOSTIC REVIEWS

From a set of 28 published systematic reviews used in a
previously published metaepidemiologic project, we
selected the reviews that reported test results for con-
tinuous variables and included studies both with and
without a prespecified cutoff value. We then com-
pared the summary diagnostic odds ratios for the 2
groups to examine whether the diagnostic accuracy was
higher (overestimated) in studies with data-driven se-
lection of cutoff values than in studies that used pre-
specified cutoff values. The diagnostic odds ratio is an
overall measure of accuracy that combines both sen-
sitivity and specificity: [sensitivity/(1 � sensitivity)]/
[(1 � specificity)/specificity]. Further details about
this set of systematic reviews and the applied statistical
methods can be found in an earlier publication (14 ).

Results

SIMULATION OF DATASETS

In the basic scenario, index test results were generated
from a normal distribution with a mean (SD) of 100
(10) for persons without the disease and a mean (SD) of
120 (10) for persons with the disease, leading to a true
maximum Youden index of 0.68, a true optimal cutoff
value of 110, and true values of 84% for both sensitivity
and specificity. These true values will change only if the
underlying distribution changes (such as a difference in
means between diseased and nondiseased individuals
or a difference in the spread of the test results) but are
not affected by changes in sample size or disease
prevalence.
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DATA-DRIVEN OVERESTIMATION OF SENSITIVITY AND

SPECIFICITY

EFFECT OF SAMPLE SIZE

The amount of bias in the data-driven estimates was
inversely related to sample size (Fig. 3). At a total sam-
ple size of 40, the median sensitivity and specificity
were both 90% (interquartile range, 80%–95%), and
their true values were both 84%. Both measures were
overestimated in 74% of the simulations. In 60% of the
simulations, estimates of sensitivity and specificity ex-
ceeded 89%, whereas their true values were both 84%.
When the sample size was 200, sensitivity was over-
estimated in 62% of all simulations, and specificity was
overestimated in 60%, whereas their median values
(86%; interquartile range, 82%– 89%) were closer to
the true values of 84%.

EFFECT OF DISEASE PREVALENCE

A prevalence of 50% is the most efficient prevalence
for ensuring that the combined uncertainty in both
sensitivity and specificity is the smallest, as was seen in
our results. Lowering the prevalence (conditional on
the same sample size) leads to fewer individuals with
the disease, a larger fluctuation in the sensitivity by
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Fig. 3. Effect of sample size on data-driven estimates
of sensitivity.

Median sensitivities across 2000 simulations are shown
with the 25th and 75th percentiles. The number of persons
with the disease is given on the x-axis (disease prevalence
was 50%). The plotted data were based on normally
distributed test results with a mean (SD) of 100 (10) for
nondiseased individuals and 120 (10) for diseased individ-
uals. The dotted line represents the true sensitivity value.
The results for specificity were similar.

Fig. 4. The effect of the underlying distribution on sensitivity and specificity.

Indicated are median data-driven values for sensitivity (closed diamonds) and specificity (open diamonds). Also shown are the
data-driven 25th and 75th percentiles and the true values (red dashes). The disease prevalence was 50% in all situations, and
the sample size was 40. Mean (SD) values were 120 (10) and 100 (10) for diseased and nondiseased individuals, respectively,
in normal distribution 1, and 122.5 (10) and 97.5 (10) for diseased and nondiseased individuals, respectively, in normal
distribution 2. Lognormal and gamma distributions are shown in Fig. 2.
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chance and therefore more room for overestimation
of sensitivity. The opposite occurs for specificity.
The median absolute bias at a prevalence of 10% was
5.9% for sensitivity and 3.6% for specificity. At a
prevalence of 90%, the median absolute bias was 2.2%
for sensitivity and 6.7% for specificity (results not
shown).

OVERLAP IN TEST RESULTS BETWEEN POPULATIONS WITH AND

WITHOUT THE DISEASE

The spread and overlap in test results between popula-
tions with and without the disease determine the abso-
lute size of sensitivity and specificity. A smaller SD (less
spread) while the difference in the mean values be-
tween the populations remains the same will lead to less
overlap in test results between diseased and nondis-
eased individuals. Thus, sensitivity and specificity will
increase, leaving less room for overestimation (the ceil-
ing effect: sensitivity cannot exceed 100%). On the
other hand, when we allowed the SDs to change with-
out changing sensitivity and specificity, the amount of
observed bias in sensitivity and sensitivity did not vary
(results not shown).

EFFECT OF UNDERLYING DISTRIBUTIONS

The underlying distribution of the results of simulated
tests had little impact on the average amount of bias in
comparisons of scenarios based on normal, lognormal,

and gamma distributions (see Figs. 4 and 5); however,
the amount of bias could vary substantially within a
specific distribution, depending on the values of the
parameters for that distribution. For example, one of
the lognormal distributions produced results in which
60% of the simulations overestimated sensitivity by
�5%, whereas the other lognormal distribution pro-
duced a sensitivity overestimate of this magnitude in
35% of the simulations.

POTENTIAL SOLUTIONS FOR REDUCING BIAS

DERIVING THE OPTIMAL CUTOFF POINT FROM ASSUMED

DISTRIBUTIONS

The assumption of a normal distribution and the use of
the estimated mean and SD from a dataset to calculate
the true optimal cutoff value decreased the amount of
bias when the underlying distribution was in fact gaus-
sian. In one of the scenarios with index test results con-
forming to a true underlying normal distribution, the
median sensitivity and specificity obtained following
this strategy were both estimated to be 85%, whereas
their true values were 84%, a difference of only 1% (see
Fig. 6). When the underlying distribution was a gamma
or lognormal one, the same procedure led to systemat-
ically underestimating sensitivity and overestimating
specificity, a result that was sometimes worse than that
obtained with the uncorrected, data-driven results. In
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Fig. 5. Effect of the underlying distribution on the absolute amount of bias in sensitivity (dotted bars) and
specificity (gray bars).

The prevalence was 50% in all situations, and the sample size was 40. The absolute bias above the true value in percent is
plotted on the y-axis. Mean (SD) values were 120 (10) and 100 (10) for diseased and nondiseased individuals, respectively, in
normal distribution 1, and 122.5 (10) and 97.5 (10) for diseased and nondiseased individuals, respectively, in normal distribution
2. Lognormal and gamma distributions are shown in Fig. 2.

734 Clinical Chemistry 54:4 (2008)

D
ow

nloaded from
 https://academ

ic.oup.com
/clinchem

/article/54/4/729/5628453 by guest on 17 M
ay 2023



these situations, the median estimated sensitivity was
2%–13% lower than the true sensitivity (see Fig. 6).
The difference between the median estimated specific-
ity and the underlying true specificity was 7% or 8%.

The gamma distribution was more flexible in ap-
proximating various distributions and led to less bias in
all scenarios except the data-driven method. The me-
dian estimated sensitivity varied from 2% below to 3%
above the true sensitivity. The median estimated spec-
ificity varied from 1% to 4% above the true specificity.

Because we sometimes observed that results for
sensitivity and specificity varied in the opposite direc-
tion (overestimation in one parameter and underesti-
mation in the other), we summed the absolute values of
the bias in sensitivity and specificity. When we assumed
underlying normal distributions, the total absolute
value of the bias was 59% (the sum of the absolute bias
for all sensitivities in all 5 studied scenarios was 28%;
the summed bias of all specificities in all 5 scenarios was
31%). When we assumed underlying gamma distribu-
tions, the total absolute value of the bias was 20% (the
sum of the absolute bias was 12% for sensitivity and 8%
for specificity).

LEAVE-ONE-OUT CROSS-VALIDATION

The leave-one-out cross-validation approach pro-
duced less bias in sensitivity, the estimated values being
2% lower to 4% higher than their true values. Specific-
ity was marginally underestimated (1%–5% lower than

their true values; see Fig. 6). The sum of the absolute
values of the bias in sensitivity was 9%, and sum of the
bias in specificity was 20% (total bias, 29%).

ROBUST ROC CURVE FITTING

Robust fitting of ROC curves also produced less bias in
both sensitivity and specificity. The difference between
true and estimated sensitivities ranged from �2% to
3%, and the difference between true and estimated
specificities ranged from �4% to 3% (see Fig. 6). The
sum of the absolute values of the bias in sensitivity was
9%, and the sum of the bias in specificity was 14%
(total bias, 23%).

EMPIRICAL EVIDENCE FROM PUBLISHED DIAGNOSTIC REVIEWS

Seven reviews have systematically evaluated a test that
produced results for a continuous variable. Five of
these reviews included both studies with a prespecified
cutoff value and studies with a data-driven cutoff value.
The mean diagnostic odds ratio was 1.71 (95% confi-
dence interval, 1.04 –2.82; P � 0.03) times higher in
studies with a data-driven cutoff value than in studies
with a prespecified cutoff value. If we translate this re-
sult to sensitivity and specificity and use a prespecified
cutoff value to estimate both sensitivity and specificity
at 84% (a diagnostic odds ratio of 28), a study using
data-driven selection would obtain estimates of sensi-
tivity and specificity of 87.4%, corresponding to a di-
agnostic odds ratio of 48 (i.e., 28 � 1.71).

Fig. 6. Median amounts of bias in sensitivity and specificity with respect to the true value for the data-driven and
alternative approaches.

The absolute percent bias above or below the true value is plotted on the y-axis. Disease prevalence was 50% in all situations,
and the sample size was 40.
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Discussion

Our simulation study has shown that data-driven se-
lection of optimal cutoff values for a test of a continu-
ous variable by means of the Youden index led to over-
estimates of sensitivity and specificity. The amount of
bias in sensitivity and specificity predominantly de-
pended on the sample size. A typical value for the ab-
solute amount of bias in studies with a sample size of 40
was 5% in both sensitivity and specificity.

The bias decreased with increasing sample size.
Overestimation by �5% was present in 27% of the
simulations when the sample size was 200, compared
with 60% of the studies with a sample size of 40.
The underlying distributions had little or no effect on
the amount of bias. This result can be explained by the
nonparametric approach for the data-driven selection
of the optimal cutoff value. The absolute magnitude of
the true sensitivity and specificity did have an effect: the
nearer the true values were to 100%, the less room there
was for overestimation.

In this study, we have reported only the effect of
optimizing cutoff values on sensitivity and specificity,
although we also have examined the effects on likeli-
hood ratios and diagnostic odds ratios (results not re-
ported). That these effects were in line with the results
for sensitivity and specificity is not surprising because
they are direct functions of sensitivity and specificity.
This potential for bias identified through our simula-
tion studies was confirmed with the empirical data, be-
cause the diagnostic odds ratios in studies with data-
driven cutoff values were significantly higher than in
studies with prespecified values.

We applied 3 alternative and more robust meth-
ods for determining the sensitivity and specificity as-
sociated with the optimal cutoff value to examine
whether these methods were less prone to bias. In gen-
eral, these methods produced lower estimates of sen-
sitivities and specificities, sometimes even producing
estimates that were too conservative (see Fig. 6). As
expected, the performance of the method that assumed
the underlying distribution to be normal deteriorated
considerably if this assumption was not met. Because it
is difficult to examine whether the assumption of an
underlying normal distribution is reasonable for a
small sample, we do not recommend this method in
general. Assuming a gamma distribution is a more flex-
ible approach, because it can mimic various shapes of
distributions; therefore, this method performed con-
sistently well across our simulations. The approach of
smooth ROC curve fitting can be viewed as a distribu-
tion-free method; that is, it would perform consis-
tently, irrespective of the true underlying distribution.
The leave-one-out approach is a traditional way of

cross-validating results in regression analyses to reduce
the impact of overfitting. In our situation, the leave-
one-out approach did produce lower estimates than
the data-driven method; however, sometimes the esti-
mates obtained with the leave-one-out approach be-
came too conservative, especially for specificity. We do
not have an explanation for this finding. Bootstrap-
ping, which is based on the same principle of cross-
validation, would have been a slightly different ap-
proach. Therefore, we would expect results with this
method to be similar to those obtained with the leave-
one-out approach.

Another approach that will reduce the problem of
overestimation is to use a prespecified cutoff value;
however, there may be little information available in
the early phases of test evaluation regarding the likely
value of the optimal cutoff value. Other more complex
solutions that use the actual data of a study have been
described for generating less biased results. These ap-
proaches involve the reporting of a confidence interval
around the “true” cutoff value and a Bayesian method
to smooth the steps in an ROC curve. Details can be
found in Fluss et al. (5 ) and Gail and Green (15 ).

Readers of diagnostic studies should be aware of
the potential for bias when optimal cutoff values are
derived in a data-driven way, especially if the sample
size is small. Although what constitutes a small study is
rather arbitrary and depends on the amount of bias
that is deemed acceptable, our results show that there is
a 27% probability that sensitivity and specificity will be
overestimated �5% in a study with a sample size of
200. As a rule of thumb, we suggest that a diagnostic
study have at least 100 individuals without the disease
and 100 individuals with the disease to reliably estimate
a cutoff value from the data. Unfortunately, most diag-
nostic studies will not have these numbers (6 ). An ad-
ditional problem both clinicians and laboratory pro-
fessionals may encounter is that not only will the
amount of bias increase as sample sizes decrease, but
the confidence intervals around the estimates of the
optimal cutoff value and both sensitivity and specificity
will also increase. Even if more robust methods are
used to reduce bias, uncertainty about the true optimal
cutoff value and its corresponding diagnostic accuracy
will remain.

In conclusion, researchers and readers of diagnos-
tic studies should be aware that measures of diagnostic
accuracy are likely to be overly optimistic when the
results in a small study have been generated by a data-
driven approach. Several methods can be used to re-
duce the amount of this bias, but it is important to
stress that finding robust estimates of cutoff values and
their associated measures of accuracy require studies
with a considerable sample size. In smaller studies, re-
searchers may present a scatter graph showing the dis-
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tribution of all test results for the nondiseased and dis-
eased individuals. In addition, investigators can draw
the empirical ROC curve and a robust (smoothed)
ROC curve, but we recommend that they refrain from
selecting the most outlying point closest to the top left

corner (the maximum Youden) as the optimal cutoff
value.
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